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REZF S FHWESRIEREURI AR o ERAINIESHRET] (GPU)

Bx IESRKRE R R E
— #UREIEZEY SUETULIE. BPEAN. F13iEAY. C++ixHY. GPUEZEX
#EE I SN, EheSiig
«
B EIEE B DBHERME. HREH A, [RREAETTE

. — 7=l C++#O4FE. MitpythonEONIZIE
EBATE
B RFEEEE RAREE

2. Ri>GPURTATE] — B EGRRIEIL) OP Fusion, BHxhFusion, {IB4RL
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W25 8E R KIS T

» Time2train, ALY ZRICSIT 75 [H]

— MLPerf Training Rules, MLCommons Training v1.0 Results

* |IPS (Instances Per Second), &EFDALIH AL ASE]

R
- WHAM: ips = 5 O S

— Ullimages/sec. sequences/s. tokens/s. words/sec. frames/secZs

— NVIDIA Data Center Deep Learning Product Performance



https://github.com/mlcommons/training_policies/blob/master/training_rules.adoc
https://mlcommons.org/en/training-normal-10/
https://developer.nvidia.com/deep-learning-performance-training-inference

BT A ORES HE]

I0¥EZH
DatalLoader Batch 1 Batch 2
GPUHTT Op1 |Op2 |Op3| Op4 |Op5 Op1 | Op2 | Op3| Op4 |Op5
CPUH{T Op1/| Op2 ||Op3|Op4 ||Op5 Op1/|| Op2 || Op3 | Op4 |Op5
reader_cost reader_cost
< > batch_cost 1 » batch_cost .
Ll DY 'l
step 1 step 2
|/ OIEFR

RN GRIET, B SME B IR A B CPUN AT, — b S AECPU_L 58 s i T AL BE,
5 S B AL BT B MCPU N 742 DL RIGPUNAFH, HIGPUSERTTE . (BRI R e, <5 EGPUTT
HEEAF (Y reader _cost #47) , iK1/ OR SN




IR AR ZRHY 3R AR I

CPUREZR
DataLoader Batch 1 Batch 2
GPUHT Op1 | Op2 10p3 | Op4 |Op5 | | Op1 | Op2 op3 |op4 | Ops
CPUH{T Op1|| Op2 . Op3 Op4 |Op5|0p1/| Op2 Op3 Op4 |Ops
reader_cost
< > batch_cost J batch_cost
step 1 step 2
CPUSE SN

EEHDGPUUTLJ“ B, ﬁn%cpu AL AR SRR KA, & GPUEESE, Mt Hig 2R E . Op3 K CPUKT[H]
&, ST IX B A N GPUTESEfAFCPUALFRZE TR, T RZM T P e



IR AR ZRHY 3R AR I

GPU}RZR
DatalLoader Batch 1 Batch 2
GPU{T Op1|Op2|Op3| |  Op4 Op5 | Op1/ Op2 | Op3 Op4 Op5
CPUHTT Op1|0p2| Op3 |Op4 |Op5|Op1|Op2| Op3 | Op4 |Op5
reader_cost
< > batch_cost batch_cost
> >
step 1 step 2

GPU3 3

HIRGPURRME T IRE IS/, (HARGPUS SIS =2, B FEMEREE .. WOpaIGPUIN R RAR K,
A REAFAER 2 A 25 1H]
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400%
300%
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101%
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SEEEHY  HESCHl ECHS ERME  WFERE




=2 BERYS 1S R =
ufr] i 4Ebatch_cost?

(1) HEEei: MEZARM 7 2 REER SR TIEe, THENL R SSMER AES s i FUAL 2 BB A9 2
IS 18], R DAASE P v 1 E O FIUAL 3 22 DAL

(2) BEZH: RIHEREGPUERIIIZRIERE, H AR GPURIH I =RIER100%. S Al HeIt i BB
Batch Size. {3 FIVR & 45 FE I ZRI {5 Tensor RS 150 BT A2 N S5 A IR Al

(3) HyIERe: ESFEEME. 2R RSB R AT R3S, S F — PSR AR R a2 dee R TR e >R

(4) HEZRRPE: —HRIRIGPUTTFEITEIA R, TERE T EEZBICPUITHH AR, HESRPAAT 1M BE YT 41 5 2 Ik
4

(5) FRAISEHL: —EBRIRUR B LA = 2, HIX— FUARS D 0T K& 2



BRENGZ—: ZHERDRREME

o IH5t: 1/OWRI, reader costilE

.« ik
— Dataloader i F 2 #t#% 720 77 s U (¥ B num_workers >0, ERIMENO)
— Dataloaderf# Hishared memory (% Euse shared _memory = True, ZRINE NTrue)

* %@J

— Deeplabv3+H A ¥ num_workers \238hn%8, EEERETF1%

| -

num_workers=2, reader _cost/batch cost=0.5

num_workers=8, reader cost/ batch cost = 0.0006

ER: REQPSFBERERE, RELZAFTHK, CPURERE, RINERFEFT


https://www.paddlepaddle.org.cn/documentation/docs/zh/api/paddle/io/DataLoader_cn.html
https://www.paddlepaddle.org.cn/documentation/docs/zh/api/paddle/io/DataLoader_cn.html

| -
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- B

55— ZhRAKernel BBENIEE

Fl—AEFEARNEE TRIENEZEAR, e

— AR BOATR, WRIELRESE, AT EMR, HEMKEREEAS—Exil

— ZHCA Kernel HBhiEFE: 70 MR B RALET Be. SATHY BR4L ik

MEM R
Os<step_id <i

TR ER
isstep_id <s

step_id>s

l TIE ‘

_{

| Step_i.run() |<——

AutoTuneSwitch

UpdateCacheHitRate

Reach target step

yes

Next process

Step Level

Next step

OP Params

AlgorithmCache

OP Level

A

Cached no
Params

T Treveres |

Kernell Kernel2 | .- | KernelN
v
|time cost 1 | |time cost 2| |time cost n|

Best Kernel

Kernel Imp

cache

Speed (image/s)

20.0
18.0
16.0
14.0
12.0
10.0
8.0
6.0
4.0
2.0
0.0

AR XS IDE AR M BE FY R M

+25.6% +26.7%
LN FahiEk BanEit

1x Tesla V100-32GB, 40 core Intel(R) Xeon(R) Gold 6148 CPU @ 2.40GHz
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BRBNEE=: BHERIETRE
ke AL I DL RO MR 1 2

e e s I S e 0 Sy s e e 1 O e e e e )
conv_block identity block
I Base | [ Base I
I Conv(7x7 + 2(s)) I ‘
Conv(1xl)

| Conv(lxl) I L
\J | Conv(1x1) |

I BatchNormalization I

| -

l BatchNormalization ]

v

I Activation I

ZH]: ResNet505%# PAResNet Nbackbonelf]
PR

e add+relu

* bn+add +relu

« bn+relu) LR GHATRES

PEREHANA 2 6%+ IR T

Y

[ BatchNormalization ]

[ mpGx3 + 260 |

| Activation |

I Activation |

I conv_block ]

[ identity block | X 2

I conv_block I

| identity block | X 3 [ BatchNormalization |

I Activation | | Activation ]

I conv_block ]

Comvad

[ BatchNormalization I

.

I Activation l

[ BatchNormalization l

.

I Activation I

| I
| I
| I
| I
| I
| I
| I
1 I
| I
| I
1 I
| I
| I
1 I
| I
| I
| I
| I
| I
| I
| I
| I
| |
[ BatchNormalization I : [ BatchNormalization ] :
| I
| I
| I
| I
| I
| I
| I
| I
| I
| I
| I
| I
| I
1 I
| I
| I
1 I
| I
| I
| I
| I
I
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BRENEEN: BaNREREIZ (AMP)

ige: KREMAHEGH. MatmulfIBERY; 1217 7E Volta & TuringZ2#JGPU
~ (BB

model = SimpleNet(input_size, output_size) # TENEE!
optimizer = paddle.optimizer.SGD(learning rate=0.0001, parameters=model.parameters()) # EX{LtzE
# Stepl: X GradScaler, AT4%E losstbfll, EBHRIFERL
scaler = paddle.amp.GradScaler(init_loss_scaling=1024)
start_timer() # ZREUZRFFHART(E]
for epoch in range(epochs):

datas = zip(train_data, labels)

for i, (data, label) in enumerate(datas):
# Step2: BIEAMPLTIAE, AEEMREREIL
with paddle.amp.auto_cast():

output = model(data)

loss = mse(output, label)
# Step3: {£MA StepldhENXHEI GradScaler 5Et loss HIZEIX, %G loss #HITRMEERE
scaled = scaler.scale(loss)
scaled.backward()
# IIEAEE
scaler.minimize(optimizer, scaled)
optimizer.clear_grad()

| -

RES% . REEIIZG-SIEE, BEREEII%-FSE



https://www.paddlepaddle.org.cn/documentation/docs/zh/guides/01_paddle2.0_introduction/basic_concept/amp_cn.html
https://github.com/PaddlePaddle/models/pull/5067

4

)\

-

I

CVAR R N 2 3
— BB/ O8I A

—  FCIEHIsizeZ 8 B N8 HIfFAL

— {#i FHNHWC layout

NLPALZY ik 2 5

—  CUDA10: MM I 4E S oK, FEREfed AN 4ERE M, KIFIK, NI,

7AM: BRVESREIZ (AMP)

Table 1. Tensor Core requirements by cuBLAS or cuDNN version for some ¢

data precisions. These requirements apply to matrix di ions M, N, and K.

Tensor Cores can be used for...

cuBLAS version < 11.0

cuDNN version < 7.6.3

cuBLAS version 2 11.0

cuDNN version 2 7.6.3

INT8 Multiples of 16 /:;vgays but most efficient with multiples of 16; on A100, multiples of
FP16 Multiples of 8 lé‘l‘w.ays but most efficient with multiples of 8;]0n A100, multiples of
TF32 N/A /;;\;vays but most efficient with multiples of 4; on A100, multiples of
FP64 N/A ,

Always but most efficient with multiples of 2; on A100, multiples of
16.

IS5 A2 8 ) AF 4

—  CUDALIANH R 84t B8 F TensorCore i, {HJi% B 85 & %
— NVIDIATEZHLEH: Tensor Core Requirements

x.shape
[*, M, K]

[16, 36, 1504]
[16, 35, 1504]
[16, 36, 1500]

[16, 36, 1504]

V100, CUDA10.1 cuDNN7.6.5, MatMul{E: eI R 45 B

[1504, 10000]
[1504, 10000]
(1500, 10000]

[1504, 9999]

1.340 ms

1.330 ms

1.433 ms

1.406 ms

0.267 ms

0.264 ms

1.367 ms

1.388 ms

5.02x

5.04x

1.05x

1.01x

X 8

y.shape 03 B B EH T
[K, N] FP32 / FP16 TensorCoreiJn:i

M, K, N3 N8 154k

MAS 2 8154

KA 28154

NANIE8 ) fE5 L 13



https://docs.nvidia.com/deeplearning/performance/dl-performance-matrix-multiplication/index.html

5 FANs i ght 5347 : B
1§EIEHNS|ght77 T: =AM
NVIDIA Nsight Systems /& R Gt A AL T B, 7EGPUIIZRH & HIRIKELLL & &
Compute:
 CUDA API. Kernel launch and execution correlation
e Libraries: cuBLAS, cuDNN, etc.

OS Thread state and CPU utilization, pthread, etc.

User annotations APl (NVTX)
o FEREFEHIIANVIXFRIR, B8 G Hb PR AR AR AR o I [R) () 0 AT
* PaddlesZ£F

ZAEFEH: Nsight Systems User Guide

1) 1E%3E T nsight system iz 47 7~ iy 2
nsys profile --stats=true -t cuda,nvtx -c cudaProfilerApi -o model.qdrep -f true python train.py

2) B H T .qdrep XA 5 ANSight GUI L B & Ftimeline

14


https://docs.nvidia.com/nsight-systems/UserGuide/index.html

| -

I EFANsightat: ZEHAK|

NVTX is a code annotation tool and can be used to mark functions or chunks of code. Python developers

NYe

can either use decorators @nvtx.annotate()or a context manager with nvtx.annotate(..): to

mark code to be measured. For example: T Tesds
~ [137547] python
OS runtime libraries. select select select select
import time L)
import nvtx
@nvtx.annotate(“f()”, color="purple")
def f£():
for i in range(5):
with nvtx.annotate("loop", color="red"):
time.sleep(i)
£()
: M
Pythonf2 7 i FHNVTX T HAR1
Use NVTX like any other C library: include the header faYAIJeJ=4#Mgl. call the API functions from your
source and link the NVTX library on the compiler command line with glgilelellS=41. nonvexnwp 8 =0
‘ 00§5 006'55 00'75 00?55 00‘85
[=l Process 5863
g ] . I=| Thread 820217632
To see the duration of [gjdliglefaMeElE] you can use [ARGENCEIRIS VA and QAo dzETglel=13lele): o S L e Steamsyntironize e —
- Driver APl
- Markers and Ranges
#include "nvToolsExt.h"  Profiling Overhead |l 1|
=/ [0] Tesla M2090
void init_host_data( int n, double * x ) { E‘\;:Zr;:pymmm ] - -
nvthangePushA( "init host data" ) H - 53.2% daxpy_kernel(int, double, double*, double*) -
- - L 57 23.9% init_data_kernel(int, double*) ]
//initialize x on host L7 22.9% check_results_kernel(int, double, double*) ']
= Streams
e - Default T |
; - Stream 8
nvtxRangePop( ) ; T i
} K1 | >

C++F2 7 FINVTX T B A

ARG ANE A 5] F E NVIDIAE A 15



I {EFANsight 3 4r: PaddleE AR A

for 1 in range(max_steps):

if 1 == 20:
core.nvprof_start() T~ E%ZO&S'[GD(%&Y%T%@E%*E%%
( core.nvprof_enable_record_event() )|
core.nvprof_nvtx_push(str(i))
1 == 30 ' | orevent#4 i, WIOPHIname
core.nvprof_nvtx_pop()
core.nvprof_stop() T -
sys.exit() E%3O/I\Step,f’%m'l~$ﬁ%ﬁ\*ﬁ

if i > 10 and i < 30:
core.nvprof_nvtx_pop()
core.nvprof_nvtx_push(str(i))

image = paddle.to_tensor(np.random.random((batch_size, 3, 112, 112)), dtype='float32')

label = paddle.to_tensor(np.random.randint(@, 1000, (batch_size, 1)), dtype='int64"')
core.nvprof_nvtx_push("forward")
out = model(image)

loss = nn_loss(out, label)
— ’ \ — .
core:mprot_nwtx_pep) PRICAS LT, Wiforward

core.nvprof_nvtx_push("backward")
loss.backward()
core.nvprof_nvtx_pop()
core.nvprof_nvtx_push("optimizer")
adam.step()

core.nvprof_nvtx_pop()

core.nvprof_nvtx_push("clear_grad") n l | ‘E”, EREES

adam.clear_grad() ( 2115.623 ms] )

core.nvp rof_nvtx_pop( ) [[ forward [1.017 ms] backward [1.225 ms] I optimizer [3.066 ms] Iclear_...]
ﬁ matmul_grad [655...]| “[scale [539.42...1 sum [747.454 pus] ]h[ adam [1.727 ms] MClea...]l




I FEHNsight#7: Timel ineff#iE

fETimeline LT A B RAIKH N3 Z A% : CPU. CUDA. Threads

Qi /\ 2 warnings, 16 messages

a

= Timeline View v ]
0s v | +101.25ms +101.3ms +101.35ms +101.4ms +101.45ms +101.5ms
~ CPU (160)
B CPUS
® CPU 90 - I
I 31 CPUs hidden... —
[

» [All Streams]

> 81.9% Stream 13

11 streams hidden...

~ CUDA HW (0000:6B:00.0 - A100-SXM4-40GB)

-
[ o i e sonPa< s, 51,1651 9, s G waBa o<l o3
. R —
ol G

I e 5122 AP P 7 3 G153 265 0 T o 25 el
=

v Threads (26)

v V| [6966] python ~

NVTX

CUDA API

- 0 0 0
|
[ conv2d [908.476 ps]
[ [906.200 ps]
[infer_s...I compute [874.849 us]

N

17



EHNsight3#r: Timel inef#iE

CPU: ciifd FHASFE B Eubnic A F Fcore , AU GEF 2T M A FH 17 It

= Timeline View v Q 1% /\\ 2 warnings, 16 message
Os v +70ms s +90ms +100ms +110ms +120ms +130ms +140ms
¥ CPU (160)
WCPUS gy M ¥ W'y 2 vww 00 I N T'YH IETEY W™
® CPU 90 T %" & Jr vF W T MY TIW NN M
CPU 13 y T n 17 Fr ¥ ® § J! "WIFNT H ' E'"'W"W 1
CPU 92 N NN TWNR Yy N TN Y RFapNYm N
BCPUO
CPU utilization
mcru7 ¥ (e TN T T T Y Y T WU TRTINTE T
CPU 81 Time: 0.0756575s |
@ CPU 16 1 ml o d & [ [ d - [ ("1 =
@ CPU 82
8 CPU 15 1, AR A L ke B il L N e L G
@ CPU 18
CPU9
mcPU3 L Lk 0 L R | SR dih b MR Wl Mo ] LMk mld
B CPU 83
CPU 19 LY N i L B bl e ) e R s LR s L) o R By oookor ] i el B
CPU 12
@ CPU 86

18



1%1% Ns | ght

Threads

o BITEMECPU core I,

>Hr: Timel ineff#]

Tt

DL L A FH =6

o ZBFEIRZS: running. unscheduled. waiting
e OS runtime libraries usage: pthread, etc.
* APl usage: CUDA, cuDNN, cuBLAS, etc.

®CPU7 ||

CPU 81
® CPU 16 | o | |
®CPU 82

Cacrus ) e—

23 CPUs hidden... -—
» CUDA HW (0000:6B:00.0 - A100-SXM4-40GB) "'
v Threads (26)

~ V| [5966] python -

NVTX

CUDA API

v V| [6965] python -

NVTX

CPUFI X
1Z{TECPU15

[Scale Loss...] [ conv2d [513.517 us] ][fused ][pool...][ conv2d [678.424 pus] ] batch_...
@ ( [510.967 ps] (744 ) ... |( [677.190 ps] |(ne10...
EI compute [441.569 ps] ] [com...] [ compute [648.266 us] ] [co...]

|

unscheduleX 7S

runningfA 7z

[

one_hot [831.191 us] ] [ conv2d [900.033 ps] ][fused_...][ conv2d [524.492 us] [fuse...}\

-] )
(2. @ ( [898.440 pis] |(me7s.. ) [523.113 ps] ![ [:2_1 \

r . fmAA a~na N )] r Y Y © famaaan 1




EHNsightD47: Timelinef#iE

CUDA: it HFHBEAE Hstream™®, 7] LAMZZR|GPU Kernel B ATHSR], & GPUZS A B [A]

N7

« All Stream: F1fstream IS4 & I E—RER
e Stream 14: it [fstream, HIOP Kernelf{Jifl F

« Defaul stream 7: %{#fi$#% Dlstream, %UIHtoD. DtoH

3s v +362ms +363ms +364ms +365ms +366ms +367ms 3s 368.022ms +369ms

64 : [ W T | I .
~ CUDA HW (0000:64:00.0 - R L =B - ]

k_[All streams] . .'u -. an_
» 89.9% Kernels (J 0. (of) (voloJvol.) (o) (voidER Joid Eigens..) (void paddle::operatorsiAdam.. ) v..)
10.1% Memory | A 1 . =

|~ 90.3% Stream 14 | . ,'. -. ,_~_>
» 99.5% Kernels . ,.. -____V

» 0.5% Memory J

1l

[ 24 [5.516 ms]

? )
NVTX [Z] O [mat...]lh [matmul_g...]l [scale [5...Isum [742.7... ]I[ adém [1.728 ms] ]II

[v 9.7% Default stream 7]

¥ 100.0% Memory
>99.9% HtoD memcpy

<0.1% DtoH memcpy



{ERINsight#r: BREMER%IG

(1) JEIENVTXARIC T AR B R Y 25 R L fir BOre i B R

~ CUDA HW (0000:64:00.0 - Tesla V100-SXM2-16GB)

» [All Streams]
v 81.9% Stream 14
» 98.9% Kernels

> 1.1% Memory J]

] l H

[ 21[10.264 ms]

)
[ forward [3.723 ms] I backward [2.065 ms] I optimizer [4.221 ms]

NVTX [ conv2d [2.701 ms]i [matmul...]]“[ mat... ]|I ca... [batch...Ico...][check_...] 11 [scale...Isum [74...][ adam [1.721 ms] ]’E]

L 19 10/ Nafaunlt ctraam 7

(2) BidKernel 5, 8% 5 EHEE FIKernel, (BELEMRERRESWMHECE GaAN. S5 THREE™

~ CUDA HW (0000:64:00.0 - Tesla V100-SXM2-16GB) 1 i i 1 rg |
- [Al Streams] _ (&) CeRTeRssaRen. ) (o (on) (). (i) L) () ( Q (olR) (oo i) (Vo padeleroperatory)] ()
- 80.9% Kernels _ R ) ) ) D L D X s )
» 20.3% AdamKernelMEM _.
» 20.0% Kernel _ .
» 18.2% EigenMetaKernel | 1 P—- .»
» 9.1% VecCastCUDAKernel | - 1 -
»
»
»
»

7.5% CheckFiniteAndUnscale (void pa..

7.0% bn_bw_1C11_kernel_new -

3.3% volta_fp16_s884gemm_fp16.128x128_Idg8_f2f (]
3.1% volta_fp16_s884gemm_fp16.128x64_Idg8_f2f tn ]

21



| &

HNsight 3 ffr: 1RE

(3) B F—FrKernel KIFERT, HER KA AT NEIL

¥ 9.1% VecCastCUDAKernel

» 7.5% CheckFiniteAndUnscale

Events View ~

51.9% void paddle::operators::VecCa:

+CLINAKarnal,

48.1% void paddle::operators::VecCas

Undo Zoom (280)
Reset Zoom

X Pinrow

Show in Events View

L {sE T

Name %
# ~ Name Start Duration GPU Context + | Description:
1 void paddle::operators::VecCastCUDAKernel<paddle::platform::float16, float, 4>(pa... = 2.94184s 2.048 us GPU 6 Stream 14
2 void paddle::operators::\VecCastCUDAKernel<paddle::platform::float16, float, 4>(pa... = 2.94245s 1.792 us GPU 6 Stream 14
3 void paddle::operators::VecCastCUDAKernel<paddle::platform::float16, float, 4>(pa... = 2.94249s GPU 6 Stream 14
4 void paddle::operators::VecCastCUDAKernel<paddle::platform::float16, float, 4>(pa... = 2.94392s 1.727 us GPU 6 Stream 14
= Annacan An0A .. Aniie Ctommn a8
ik — K imeli R IC
{ ;i timeline 1R
2s v [+942.3ms +942.5ms 4942 6ms +942 7ms +942 8ms +942.9ms +943ms +943.1ms +943.2ms |~
~ 20.3% AdamKernelMEM 1
100.0% void 3 ators::, nelMEM(fl¢
» 20.0% Kernel
» 18.2% EigenMetaKernel v
. ¥ 9.1% VecCastCUDAKernel oid astCUDAKernel }‘(
L. 51.9% void paddle::operators::VecCastCUDAKerne void astCUDAKernel }
a.. 48.1% void paddle::operators::VecCastCUDAKernel
?0 » 7.5% CheckFiniteAndUnscale
T 0o wtcn kemeLnew ol s BTG e e o,
» 3.3% volta_fp16_s884gemm _fp16.128x128_Idg8_f2f_« ONGLpIoISBBAGEmMIpIon)
» 3.1% volta_fp16_s884gemm_fp16_128x64_ldg8_f2f_tn ; -
] >
Events View ~
Name v | ‘
# Name GPU “ Context “  Description:
void paddle::operators::VecCastCUDAKernel<paddle::platform::float16, float, 4>(pa... | 2.94249s GPU 6 Stream 14 void e
4 void paddle::operators::VecCastCUDAKernel<paddle::platform::float16, float, 4> Highlight Selected on Timefine PU 6 Stream 14 paddle::operators::VecC
Show Current on Timeline astCUDAKernel<paddle:
5 void paddle::operators::VecCastCUDAKernel<paddle::platform::float16, float, 4> PU 6 Stream 14 :platform::float16, float,
6 void paddle::operators::VecCastCUDAKernel<paddle::platform::float16, float, 4>(pa... = 3.04813s 1.824 us PU 6 Stream 14 -
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{ERINsight#r: BREMER%IG

(4) BEIENVTXFRICIR 2 Kernel X B OP4E F

~ CUDA HW (0000:64:00.0 - Tesla V100-SXM2-16GB) —

» [All Streams]

v 81.9% Stream 14 | _ .
—
> 98.9% Kernels l | | -

> 1.1% Memory

; 20 [10.432 ms]
: backward [2.058 ms]
........... | . cast [396.927 us] “elu_g...l batch_norm_grad [593.469 ps]
Gp...

AR e AL IX A ARSI B B (5l ybackward)
Har Reesi G aifa &1, Bk EEM A M e sEm b, St— P oPIC &

(5) XfTimeline B, KRILFE LRI



BRI 53 Hr

i
H

€ FANs i ght 53 #T:

o &1: 1/ORIA
1) T HEEEMIEIEIR Freader costFERT B2, timelines XI N2 iterB] T HBI L
> 99.5% Kernels [ fveid ] O (void DO (veid )

» 0.5% Memory

22 [5.728 ... [ -23L[5.446 ms] ] [ 24 [5.438 ms]

NVTX (--)[ada-] (s~ ada-) Bl06-)(2da-)

3s 246.037ms +10.372 ms

» 10.5% Default stream 7 - [ -— [ ]

2) RI: timeline L HBIH2D. D2H
AL RE#E%CPU S GPU. GPU - CPUTMEI# I

» CUDA HV I r
v Threads (
v [3296] |
OS rul
[ 1 reshape2 [179.578 ps] S
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